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1 Introduction

This documentdiscussesthe requirementsthat CMS hasfor its virtual datagrid
system,asworkedin theGriPhyNproject.

The productionCMS systemstartsits datataking in year 2005, and we expect
that theCMS requirementsevolve aswe nearthis date.Therefore,this document
shouldbe seenas a shapshot, taken in early 2001, ratherthan the cast-in-stone
requirementsCMS hasfor its productionvirtual datagrid systemfrom 2005on.
More near-term prototypingrequirementsandplansrelatedto GriPhyN arealso
discussed.

Statusof this document: This is a draft that reflectsthecurrentstateof theGri-
PhyNrequirementseffort in theCMS experiment.This documentis closeto com-
pletion,majorchangesarenotexpected.Pleasesendor copy any commentsto the
cms@griphyn.org mailing list.
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2 Brief overview of CMS and its physics

2.1 CMS

TheCMS experimentis a high energy physicsexperimentlocatedat CERN,that
will start datataking in year 2005. The CMS detector(Figure 1) is one of the
two generalpurposedetectorsof the LHC accelerator. It is beingdesignedand
built, and will be used,by a world-wide collaboration,the CMS collaboration,
that currentlyconsistsof some1800scientistsin 144 institutes,divided over 31
countries.

Figure 1: TheCMSdetector(cutoutview).

In futureoperation,the LHC acceleratorlets two bunchesof particlescrosseach
other insidethe CMS detector40,000,000timeseachsecond.Every bunchcon-
tainssome

��
 ���
protons. In every bunchcrossingin the detector, on average20

collisionsoccurbetweentwo protonsfrom oppositebunches.The collision phe-
nomenathat occurduring a singlebunchcrossingarecalledan event. Figure2
shows an exampleof an event. Note that the pictureof the collision productsis
complex, andrepresentsa lot of information: CMS has15 million individual de-
tectorchannels.Themeasurementsof theevent,doneby thedetectorelementsin
the CMS detector, arecalledthe raw data. The sizeof the raw datafor a single
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Figure 2: A CMSevent(simulation).

CMS eventvariesaround1 MB.

CMS hasthe high event rate of 40,000,000eventsper secondbecause,like in
most high energy physicsexperiments,the phenomenathat the physicistswant
to observe will occurwith only a very low probability in any singleevent. Of the
40,000,000eventsin asecond,some100areselectedfor storageandlateranalysis.
This selectionis donewith a fastreal-timefiltering system(figure3).

CMS
detector

Online system

(100 MB/s)
100 Hz74*10   Hz

Offline system

 (real-time filtering)Event rate Event rate
Physicists

(users)

Includes the CMS virtual data grid system

 (data storage,
reconstruction,
physics  analysis)

Figure 3: TheCMSonlineandoffline systemsandtheir environment.

Dataanalysisis doneinteractively, by CMS physicistsworking aroundtheworld.
The1 MB raw eventdatafor eacheventis notanalyzeddirectly. Instead,for every
storedraw event, a numberof summaryobjectscalled reconstructedobjectsare
computed.Reconstructedobjectsrangein sizefrom a 500KB full reconstructed
tracksobject to a 1 KB tag object. Collectionsof reconstructedobjectscalled
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reconstructeddata will be replicatedwidely, dependingon needsandcapacities.
Theoriginal raw datawill staymostly in CERN’s centraltertiarystoragesystem,
thoughsomeof it maybereplicatedalso. Tertiarystoragewill likely bea robotic
tapestore,thoughmaybeby 2005someotherbulk storagemedium(DVD?) will
have replacedtape.Dueto theslownessof randomdataaccesson taperobots,the
accessto raw datawill likely beseverelylimited.

2.2 Physics analysis

By studyingthemomenta,directions,andotherpropertiesof thecollisionproducts
in theevent,physicistscanlearnmoreabouttheexactnatureof theparticlesand
forcesthatwereinvolvedin thecollision.

Oneof theprimeobjectivesof CMS is to confirmtheexistenceof theoreticalpar-
ticlescalledHiggsbosonsandto learnabouttheir nature.Higgsbosonshave im-
portantimplicationsto varioustheoriesof physics.It is hypothesizedthata Higgs
bosondecaysalmostimmediatelyafter creationandcannotbe observed directly.
Oneway thata Higgsbosonis hypothesizedto decayinto is four chargedleptons.
Thus,to learnaboutHiggsbosons,onecanstudyeventsin which a collision pro-
ducedaHiggsbosonthatthendecayedinto four chargedleptons.OnewayaHiggs
bosonanalysiseffort canstartis to isolatethesetof eventsin which four charged
leptonswereproduced.Not all eventsin thissetcorrespondto thedecayof aHiggs
boson:therearemany otherphysicsprocessesthatalsoproducechargedleptons.
Therefore,subsequentisolationstepsareneeded,in which backgroundevents,in
which the leptonswerenot producedby a decayingHiggs boson,areeliminated
asmuchaspossible.Backgroundeventscanbeidentifiedby looking at otherob-
servablesin theeventdata,like thenon-leptonparticlesthatwereproduced,or the
momentaof the particlesthat left the collision point. Onceenoughbackground
eventshave beeneliminated,someimportantpropertiesof theHiggsbosoncanbe
determinedby doinga statisticalanalysison theremainingevents.

The datareductionfactor in CMS analysisis enormous. The final event set in
theabove examplemaycontainonly a few hundredsof events,selectedfrom the��� ��
 � �

events(
��
 ���

collisions)thatoccurredin oneyearin theCMSdetector. This
givesadatareductionfactorof about1 in

��
 ���
. Much of this reductionhappensin

theonline system(figure 3) beforeany datais stored,the resthappensin a more
interactive way, usingtheCMSoffline system.

Physicsanalysison the offline systemis an iterative, collaborative process,in
which subsequentversionsof event featureextractionalgorithmsandeventselec-
tion predicatesarerefineduntil theireffectsarewell-understood.Thegrid jobsrun
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duringthisprocesscanbecomparedto thecompile-and-runstepsin iterative soft-
waredevelopment.Thegrid job ‘locate theHiggseventsandcalculatetheHiggs
massfrom them’ is highly atypical: it is the final job at the endof a long analy-
sis effort. A muchmoretypical job is ‘run this next versionof the systemI am
developing to locatethe Higgs events,andcreatea plot of theseparametersthat
I will useto determinethepropertiesof this version’. A typical systemoperator
commandto the grid is ‘now that the new versionof this standardevent feature
extractionalgorithmis finished,run it over this large setof eventsandstorethe
resultsfor quick accessby everybody’.
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3 Terminology

To make this documentmoreself-contained,someterminologyis definedhere.

3.1 CMS data terms

This sectiondefinessomeCMS datarelatedtermsasusedin document.Theseare
termsthatoftenappearin otherCMS andhigh energy physicsdocumentsaswell.
However, otherdocumentsmayusethesetermsin slightly differentways.

� Object. Thesmallestunit of datain CMSis referredto asanobject. Objects
arepersistentpiecesof dataon storage.They arealsoatomic, socontainers
with objectsarenever calledobjectsthemselves.� Event. In thecontext of thestorageandanalysisof CMS detectordata,an
eventis definedasthecollisionphenomenathatoccurduringasinglebunch
crossing.An event is not any particularpieceof datain a database,rather
it is a distinct real world phenomenonthat canbe measuredby the CMS
detector, andaboutwhich datacanbe kept in database.In othercontexts,
in particularin detectorsimulations,aneventcanalsobea singleindividual
collisionduringabunchcrossing.� Event ID . An event ID is a small pieceof datathat uniquely identifiesa
particularevent. CMS hasnot yet decidedwhat datatype will be usedfor
event IDs. In this document,integersareused.In productionCMS system,
mostlikely a64-bit encodingof somenumberswill beused.� Event data. A pieceof eventdata for event � is a chunkof data,anobject,
thatdescribessomeaspectof event � .� Raw data, raw object. Rawdata is a typeof eventdata.Theraw datafor
event � consistsof all measurementsmadeof event � by thedetectorat the
occurrenceof theevent. In thecurrentCMSdatamodel,theraw dataconsists
of a fixedsetof persistentobjectscalledthe raw objects. Eachof theseraw
objectscontainsasetof binaryreadoutchannelvalues,maybeencodedwith
zero-suppression.Theraw objectswill notnecessarilybestoredin anobject
database,it is conceivablethatsometypeof datastreaminginto binaryfiles
will beused.� Simulated data. Event datacreatedby a simulationsof collisions inside
the CMS detector. Simulateddatagenerallyconsistsof two components,
the Monte Carlo truth which recordsthe exact physicsprocessesthatwere
simulated,andthesimulatedraw datawhich recordsthesimulateddetector
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response,in a format that is very similar, or equalto, the real raw datafor-
mat. Theestimatedsizeof a ‘full simulation’for oneeventis 2 MB of such
simulateddata.Some‘f astsimulation’codesmayproducesmalleramounts
of dataperevent,for differenttypesof studies.� Reconstructeddata, reconstructedobject, reconstructionalgorithm . Re-
constructeddata is anothertypeof eventdata.Reconstructeddatafor event
� consistsof reconstructedobjectsthat describeevent � . A reconstructed
object is computedby a reconstructionalgorithm that takesas input a set
of (maybesimulated)raw objectsand/orotherreconstructedobjectsbelong-
ing to thesameevent. The reconstructionalgorithmalsotakesparameters,
which influenceits functioning.

3.2 GriPhyN terms

For morecompleteexplanationsof GriPhyNterms,see[8]. For self-containment
of thisdocument,this sectionbriefly describesonecentralGriPhyNterm.

� Virtual data. Virtual datais datathatdoesn’t necessarilyexist until it is re-
quested.This is relatedto theCMS conceptof ‘on-demandreconstruction’
[3]. ‘V irtual’ refersto themany requireddataproductsthatmaynotbephys-
ically stored,but exist only asspecificationsfor how they maybecomputed
from otherdata.

Thebenefitsof thevirtual dataconceptpursuedby GriPhyNaresomewhat
similarto thebenefitsof virtual memoryin operatingsystems.Virtual datais
aunifying abstractionontopof ahighly complex, optimized,anddistributed
system.Thevirtuality of thedataallows thegrid to pursueschedulingand
errorrecovery optionsthatwouldnotbeavailablein systemswherethedata
modelmapsmore directly to storagelocationson the available hardware.
Virtuality allows thegrid usersto requestdataproductswithout theneedto
know whethertheseproductshavebeencomputedalready, andwerethey are
storedif they are.
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4 CMS virtual data description

This sectiondescribesthe CMS virtual datamodel,andthe requirementsfor the
CMS virtual datagrid thatresultfrom it.

4.1 The GriPhyN virtual data toolkit

TheGriPhyNprojectwill producea virtual datatoolkit (VDT), a suiteof generic
virtual dataservicesandtoolsdesignedto supportawide rangeof virtual datagrid
applications[5]. CMS intendsto usethis toolkit in building the virtual datagrid
systemit needsto achieveitsphysicsobjectives.CMSbelievesthat,for it to beable
to successfullybuild its grid, certaintypesof new researchin computerscienceare
needed,with theresearchresultsflowing into theGriPhyNvirtual datatoolkit.

TheCMSvirtual datagrid definedbelow encapsulatesthesetof capabilitiesof the
CMS offline systemfor which CMS believesthatmoreCSresearchis absolutely
needed,beforethis setof capabilitiescanbesuccessfullyrealizedby CMS. CMS
believesthat thesystemcapabilitiesoutsidetheCMS virtual datagrid boundaries
definedbelow donotabsolutelyrequirenew GriPhyNresearchresults,in orderfor
CMSto creategood-enoughimplementations.Thisdoesnotimply thatresearchby
GriPhyNcollaboratorsoutsidetheboundariesdefinedbelow would benecessarily
unwelcome,merelythatCMSdoesnotconsiderthesuccessfulcompletionof such
researchascritical to achieving its physicsgoals.

Note: Need to add sometext about the relation betweenGriPhyN and the
other grid projects,in particular about CMS requiring compatibility.

4.2 Boundaries of the CMS virtual data grid system

Seenfrom thehighestlevel, theCMS experimenthasa long datareductionchain
that goesfrom detectorsignalsall the way to histogramplots. The chain is not
static,but theelementsof it aredevelopedandrefinedby physicistsover time. The
questionis: which partsof this chainshouldthe CMS virtual datagrid, andthe
GriPhyN virtual datatoolkit usedto build it, be minimally concernedwith? The
answeris basedon thefollowing observations:

� CMS andthe HEP experimentsin generalalreadyhave a considerablein-
stalledsoftwarebasefor datahandlingandanalysis,andmoresoftware is
beingdeveloped,not only by CMS itself but also in variousexisting col-
laborative efforts in which CMS participates.Thus,it is not necessarynor
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desirableto requirethat the CMS virtual datagrid to take careof all CMS
datahandlingproblems,andit is not necessarythatGriPhyNparticipatesin
all partsof theCMS softwareeffort.� For CMS, the critical featuresof the GriPhyNvirtual datagrid technology
arethe grid features,not the virtuality features.Critical is the potentialof
thetechnologyto supportthehandlingof extremelylargeamountsof datain
avirtual organizationcontext.� Many datahandlingoperationsin CMSphysicsanalysisareconcernedwith
relatively small amountsof data,so theseoperationsdo not absolutelyre-
quirethesupportof GriPhyN-developedtechnology.� The CMS on-line filtering farm handlesextremely large amountsof data,
but it will be a dedicatedsystemthat canbe built without virtual datagrid
technology.

Basedon this reasoning,this documentproposesthat thebaseline,minimal CMS
virtual datasystemhandlesthemiddlepartof theCMS datareductionchain,from
the point when raw dataentersthe off-line systemto the point when the inter-
mediateresultsbecomesmall enoughto be storedandhandledby conventional
(desktopor server) systemsoutsidethegrid (figure4). In physicstermsthis latter
boundaryis thepoint wherethingslike ntuples, tags, andhistogramsappear. The
proposedboundarieslimit thecomplexity of thedataflow modelthatneedsto be
supportedby thevirtual datatoolkit, andyield fairly narrow interfacesbetweenthe
grid softwareandtherestof theCMS software.

CMSwouldlike to benefitasmuchaspossiblefrom knowledgeandsoftwareavail-
ablethroughGriPhyNandothergrid projects.Issueslikeauthenticationandmeta-
datamanagementplayanimportantrole in CMSevenoutsidethevirtual datagrid
boundariesof figure4, andGriPhyNis a naturalforum for sharingandcollabora-
tive work in theseareas.

4.3 CMS virtual data grid structure

Figure4 showsthestructureof theCMSvirtual datagrid, reflectingtheboundaries
definedin Section4.2.

The datamodelof the CMS virtual datagrid containsfour typesof entities: up-
loadeddataproducts,virtual dataproducts,algorithms,andjobs. A data product
is a self-containedpieceof data(anobjectin CMS terminology)with typically a
sizeof 1 KB to 1 MB. A dataproductis by definition atomic: it is the smallest
pieceof datathat thegrid framework canindividually handle,or needsto handle.
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Figure 4: CMSvirtual datagrid structure (time-independentview, does
not showthecyclic nature of theCMSdataanalysisprocess)

Thereare two typesof dataproducts:uploadedandvirtual. An uploaded data
product is one that wasgeneratedexternally and thenplacedin the grid. In an
uploadingoperation,thevalueof thedataproductis transferredinto thegrid, and
a uniqueidentifier (UID) is assignedto the product. The grid is responsiblefor
safelyandperpetuallystoringthe valuesof all uploadeddataproducts. To keep
theversioningissuesin this datamodelsimple,uploadeddataproductvaluesare
read-onlyandcannever bechanged.New or updatedvaluescanenterthegrid as
new uploadeddataproducts,andthesealwaysget new uniqueidentifiers. Some
typesof uploadedproducts,thosethatrepresenttheoutputof simulationprograms,
couldbedeletedfrom thegrid aftersometime, in orderto recycle tertiarystorage
space.

A UID (Unique IDentifier) is a label that uniquely identifiesan uploadeddata
productor algorithm.TheseUIDs aregeneratedonthefly, wheneveranew product
is uploadedor new algorithmis added,eitherby thevirtual datagrid or by software
outsideit. It is not requiredthat theseUIDs areshortor meaningfulto humans:
usersof physicsanalysissoftwareshouldneverhave to handletheseUIDs directly,
softwarecomponentsoutsidethevirtual datagrid shouldusemetadatato connect
theseUIDs to higher-level human-understandableconcepts.Examplesof UIDs in
Figure4 are �	� �

, � , � and ��� �
.

11



Over time, asshown on the left of figure 4, the CMS detectormeasuresthe raw
datafor differentsubsequentevents. For eacheventa setof raw dataproductsis
uploadedinto the grid. The figure shows two products�	� � and �	� � for each
event � . This � is the event ID , a compactidentifier that uniquely identifiesthe
event. In practicethe raw datafor one event will probablybe partitionedinto
some5–20products. Partitioning is doneaccordingto somepredefinedscheme
that follows thephysicallayoutof thedetector. Severalsubdetectorsliceswill be
definedandmappedto products,with eachproductcontainingthemeasurements
of all sensitive detectionelementsin asinglesubdetector.

An algorithm is a pieceof executablecodethat computesthevalueof a virtual
data product. An algorithmcan take otherdataproductsas input. In this data
model,every algorithmalsotakesexactly onesetof parameters asinput, these
parametersinfluencethe functioningof the algorithm. The parametersaremod-
eledasdataproductsbecausethey have a complicatedinternalstructureandoften
containvery large(multi-MB size)elements1. Versioningof algorithmsduringde-
velopmenthappensoutsidethe grid system,andthe sameUID is never usedfor
two differentversionsof algorithms.

In this datamodel,the outputof an algorithmis uniquely(anddeterministically)
determinedby: 1) theUID of thealgorithm,and2) thevaluesof thedataproducts
(includingparameters)thatserve asinput and3) theplatform on which thealgo-
rithm is run. Theplatformis thecombinationof hardware,OS,compiler, libraries,
etc. usedto executethe algorithm. Platformdifferencesmay result in small, but
for thephysicistssignificant,deviationsin theoutput. TheCMS virtual datagrid
will thereforehave to includesomefacilities to handleplatformdifferences.This
is furtherexplainedin section4.4.

For the identification of virtual data products, this datamodelcombinesalgo-
rithm, parameter, and other uploadeddataproductUIDs in a function notation.
Examplesin figure 4 are the virtual dataproductsUIDs ������� � � �	� � � �	� �"!
and �#�����%$ � ������� � � �	� � � �	� �"!�!

. In theCMS dataflow modelinsidethegrid
boundariesof figure4, therearenever two ‘alternative routes’to a singleproduct,
routesin whichdifferentalgorithmsor parametersareusedto computewhatis con-
ceptuallythesameproductvalue. Therefore,the functionnotationin theproduct
UIDs ensuresthatevery singleCMS virtual dataproducthasasingleUID only.

TheUID of a materializedvirtual dataproductencodesexactly which algorithms
andparameterswereusedto materializeit, but doesnotencodeany informationon
theplatformsused.We thereforeintroducetheconceptof a platform-annotated

1Note to physicists:in this datamodel,thevaluesof thecalibrationconstantsusedby thealgo-
rithm areencodedin theparameterdataproduct.
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UID , which is a virtual dataproductUID in which eachalgorithm is annotated
with the identifier &'� of theplatformon which thealgorithmwasrun, or needsto
berun. An exampleis �)(+*,�����%$ � �.-0/ � ����� � � �	� � � �	� �"!�!

. If two virtual data
productvalueshave thesameplatform-annotatedUID, they areguaranteedto be
byte-wiseequal.

In figure4, thevirtual dataproductsobtaineddirectly from raw dataaregenerally
calledESD(eventsummarydata)productsby CMSphysicists,thoseobtainedfrom
ESDproductsaregenerallycalledAOD (analysisobjectdata)products.Arrange-
mentsof algorithmsmorecomplicatedthanthis 2-stagechainarealsopossible,
andshouldbesupportedby thevirtual datagrid. Thereareno standardacronyms
for the intermediateproductsin suchmorecomplicatedarrangements.No matter
how complicatedthe arrangement,thereis alwaysa strong separation between
events: virtual dataproductscanalwaysbetracedbackto theraw dataproductsof
asingleeventonly. Datafor differenteventsis only combinedinsidejobs.

Physicistsget work doneon the CMS virtual datagrid by submittingjobs to it.
A job consistsof a user-suppliedpieceof analysiscodeanda specificationfor a
set of dataproducts. The job instructsthe grid systemto producethe specified
virtual dataproductsandthenfeedtheir valuesto the job code. The job codeis
run insidethegrid, underthecontrolof thegrid schedulers.Thejob codewill use
grid servicesto deliver its outputto its user, however, thevirtual dataservicesin
thegrid neednot concernedwith storingor handlingthejob output.

The requestsetof a job is thesetof virtual dataproductsrequestedby a job. An
exampleof a requestset(for job 1 in Figure4) is1325476 ��8 �:9 �#�����%$ � ������� � � �	� � � �	� � !�! .

Jobrequestsetsalwayshave theform1 254 ;=< �?> � �@� ! 1 ����� 1 �A>CBC�@� !:D ,

whereE is anevent ID set. This E generallycorrespondsto asparsesubsetof the
eventstakenoveravery longtimeinterval. Insidethetimeinterval, eventselection
is essentiallyrandom,uncorrelatedwith time. Thougheachset E in isolationhas
thepropertiesof arandomsubsample,theeventID setsof subsequentjobssubmit-
tedby oneuser, or by a groupof users,have importantcross-correlationsthatcan
beexploitedby cachingandreplicationstrategies.Theterms�A> � �@� ! �����F�A>GBC�@� ! in
theabove requestsetareproduct selectors, functionswhich takeaneventnumber
� andmapit to a dataproductUID, with theconstraintthatall raw dataproducts
mentionedin thatUID belongto theevent � . To reflectplatformconstraints,a job
requestsetmight includeplatform-annotations in theproductUIDs. Theshapeand
encodingof platformconstraintsis anissuethatneedsfurtherwork, seesection4.4
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for anintroductionto thisproblem.

The job codeis often a parallelprogram,that canbe run asa setof subjobs. In
this subjobset therewill be several worker subjobs andoneaggregation sub-
job. Communicationbetweensubjobsis very minimal: at theendof its run every
worker subjobusesthegrid servicesto senda single,relatively small,packageof
informationto theaggregationsubjob. Theaggregationsubjobcreatesthefinal job
outputandusesgrid servicesto deliver it outsidethegrid. To executethejob, the
grid schedulersmay partition the job requestset,and feed the differentpartsto
differentworker subjobsthatmayrun in multiple locations.A constrainton parti-
tioningandis thatall theproducts

< �?> � �@� ! 1 ����� 1 �A>CBC�@� !:D thatbelongto thesame
eventmustalwaysbedeliveredto thesameworker subjob. Thegrid scheduleris
however completelyfree to choosethe division of eventsover the subjobs.This
allows for massiveparallelismin virtual dataproductderivationandjob execution.

Whensubmittinga job, theusermayincludeseveralhints to thegrid to helpit in
optimizingresourceusage.An exampleof ahint wouldbe“severalotherjobswith
thesamerequestsetwill besubmittedin future”. Besidesjobs,usersandsystem
operatorscanalsosubmitseveral othercommandsto the grid, to achieve some-
thing thatcannotbeexpressedasa job. An exampleis thecommandto materialize
a particular, very large,setof virtual dataproductsandstoretheir valuesfor some
time.

Thegrid shouldoffer query estimation servicesby which userscangetestimates
of theexecutiontimeandresourceusageof their jobsbeforesubmittingthem.It is
expectedthatanestimationof CPUandI/O resourceusagecanbefairly accurate,
if it usesstatisticsaboutalgorithmexecutionthat weregatheredduring previous
jobs over maybedifferentevent sets. Estimatingwallclock runtimewill be more
difficult, so a job progressmeter serviceand the ability to abort a pendingor
runningjob will likely beuseful.

In so far asit is not constrainedor guidedby commands,hints,or resourcequota
policies, the CMS virtual datagrid hascompletefreedomin moving job code
to data,moving datato code,partitioning job requestsetsandrunningdifferent
subjobsin differentlocations,instantiatinganddeletingvirtual dataproducts,and
replicatingandmigratingproductvalues.

Note: The job modelaboveneedsto beextendedwith the conceptof a job that
doesnot read all of the virtual data products in its requestset, but decides
on the fly (with ‘random navigation’ to event components)which products
in its requestset to read. This has implications for the schedulerand query
estimator: all the product valuesin the requestset needto be ‘staged’ to be
visible the job, but by reading product valuesselecively the job will useless
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CPU power and I/O bandwidth than an ordinary job.

4.4 Requirements for the handling of platform differences

A platformis acombinationof hardware,OS,compiler, libraries,etc.usedto exe-
cutejob or algorithmcode.Platformdifferencesmayresultin smalldeviationsin
job or algorithmoutput. It is of coursethe job of thephysicistto ensurethatany
statisticaldeviation introducedby usingaparticularplatformwill besmall,andac-
countedfor in theerrorbarson any publishedanalysisresult. However, theCMS
virtual datagrid will alsohave to includesomefacilities thatassistthephysicists
in studyingandhandlingplatformdifferences.This is illustratedby thefollowing
usecases.

� A physiciststudyingtherobustnessof analgorithmunderdevelopmentmight
askthegrid to materializesomevirtual dataproductstwice with this algo-
rithm, on differentplatforms,feedingbothversionsinto a job for compari-
son.� A physicistmight needto study the effects of small changesin a tuning
parameterH in somejob algorithm.This is doneby submittingthejob mul-
tiple times, over the samevirtual dataproductset, with slightly different
valuesof H . Saytheoutputof thefirst run with tuningparametervalue H � isI �JH � !3KML ����N � ! , where ��N � identifiesthe exact platform(s)on which the
job is run andthe differentvirtual dataproductsareor werematerialized,
with

L ���
N � ! theplatform-dependentdeviation introducedby ��N � . Saythe
outputof thesecondrun with tuningparametervalue H � is

I �JH � !OKPL ����N � ! .
The jobs will only be usefulfor studyingthedifferencebetweenH � and HQ$
if R L ����N � !=STL ����N � ! RVU�UWR I �JH � !=S I �JH � ! R . Theeasiestway to ensurethis
is to instructthegrid to make surethat ��N �%X �
N � . Thegrid will have to
supportsuchconstraintsonseriesof jobs,andthishasobviousconsequences
for schedulersandcachemanagement.Physicistswill have to have absolute
trust that thegrid will deliver bytewise-identicalvirtual dataproductvalues
when they are requestedagainundersuchconstraints.Without this trust,
physicistswill resortto storinglarge setsof productvaluesfor themselves,
permanently, outsidetheboundariesof thegrid.� To make it easierfor physiciststo compareandmergeresults,systemman-
agersmightalsodefinegrid-wideconstraints,for exampletheconstraintthat
certainvirtual dataproductsfor certaineventsarealwaysmaterializedon
someplatformX.
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Systemmanagersmight supplya rule baseto thegrid, which allows it to predict,
for example,whenrunninganalgorithm � on two differentplatformswith differ-
ent librarieswill neverthelessproducebytewise-identicaloutput. In the absence
of any rules,thegrid canonly make very limited assumptions:it shouldonly as-
sumethatrunninganalgorithmon thesamesystemor farmwill producethesame
output,if this is doneprior to thenext OS,compiler, or library upgrade.

4.5 Construction of jobs

Theconstruction,naming,andstorageof job requestsets,andthekeepingof the
necessarymetatadaaboutthem,is anactivity thathappensoutsidetheCMSvirtual
datagrid. Grid queryestimationservicescansometimesplay an importantrole
whena requestsetis constructed.Seesection4.6 for someadditionalconsidera-
tionsconcerningcomputersupportfor theinitial constructionof requestsets.

Somerequestsetsmight not be storeddirectly, but insteadrepresentedasa pre-
scription of how to generatethe set with a queryon a tag collection. This is a
useof thevirtual datamaterializationconceptoutsidetheboundariesof theCMS
virtual grid system.This useof virtual datais placedoutsidethegrid boundaries
becauseit could be supportedwithout ‘grid technology’: CMS doesnot require
thatthebaselineGriPhyNtoolkit supportsthis typeof virtual data.

Virtual dataconceptsmight alsobeusedoutsidethegrid to preventthere-running
of jobswhoseoutputis still storedsomewhereoutsidethegrid,or to extractdesired
informationfrom previously storedjob outputin steadof creatingit by runninga
new job on thegrid. Thelattercasemight occurin theconstructionof ‘privatetag
collections’by physicists.

4.6 Weak forms of equivalence between datasets

As seenin thesection4.4, in somecasesCMS physicistswill insiston byte-wise
equalitybetweensubsequentlydeliveredsetsof dataproducts.Onecannotoveres-
timatethecost(in time,manpower, hardwareresources,wrongresultsandlossof
credibility) thatcouldresultfrom false“equivalences”amongdatasets.

In somecases,weakformsof equivalencebetweena datasetthat is requestedand
theonethat is deliveredarepermissible,especiallyif a weaklyequivalentdataset
canbedeliveredmuchfaster. Examplesof thesecasesaretheselectionof random
initial event setsan analysiseffort, andthe selectionof setsof simulatedevents.
Researchby GriPhyN into computersupportfor suchdataselectionwith weak
formsof equivalencewouldbeuseful,but is not consideredessentialby CMS.
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4.7 Workload characteristics

Multi-userphysicsanalysisworkloadshave a complicatedstructure.Theproper-
tiesof theworkloadaredeterminedby threemajorinteractingfactors:themethod-
ology of high energy physicsasanexperimentalscience,theway in which physi-
cistscollaborateanddivide their work, andtheneedto maximizetheutility of the
availablecomputingresources.Therequestsetsof subsequentgrid jobswill have
quite complicatedmutual relationships,andtheserelationshipscanbe, andneed
to be,exploited by thegrid schedulersto reachthedesiredlevels of efficiency in
dataproductcachingandreplication.Detailson theexpectedmutualrelationsare
beyond the scopeof this document2 Seethe MONARC project [9] and [11] for
moreinformation,see[12] for oneparticulardetailedworkloadmodel.

4.8 Quantitative aspects

This sectionprovides somequantitative estimatesfor data,hardware, and jobs.
Theseestimatesform thescalabilityrequirementsfor theCMSvirtual grid system.
Most of theseestimateswereadaptedfrom [2], andareestimatesfor year2006.

4.8.1 Product sizes and processing times

Table 1 gives the estimatedsizesand processingtimes for the most frequently
occurringdataproducts.Lessfrequentlyoccurringdataproductsareexpectedto
have largely similar characteristics.The timeneededto materializeis therunning
timeof analgorithmthathastheproductasoutput;and,thetimeneededto process
is therunningtimeof a job thathastheproductasinput.

CPUpower neededto CPUtimeneededto
Producttype Size materialize process materialize process

All raw for oneevent 1 MB – 3000SI95s – 15 s
OneESD 500KB 3000SI95s 25 SI95s 15s 0.125s
OneAOD 10KB 25 SI95s 10 SI95s 0.125s 0.05s

Table1: Estimatesfor CMSdataproductsizesandprocessingtimes

Thetimesin secondsarebasedon theestimatedcapacityof a singleCPUusedin
year2006,which is 200SI95.

2At leastbeyond the scopeof the currentdraft, probablybeyond the scopeof the final version
too.
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CMS expectsto storeraw productsfor
��
,Y

eventsperyear, startingin late 2005.
It alsoexpectsto runsimulationsof eventsin thedetector, storingsimulatedevent
dataat a rateof Z\[ ��
,]

eventsperyear, with eachtaking2 MB of storage.

Creationof ESDandAOD productsis partlyachaoticactivity, in whichnew prod-
uctscomputedwith new algorithmsandparameterscouldberequestedatany time
by somespecializedphysicists.However, therearealsoproductionruns, whichare
highly structuredpre-materializationrequestsby systemmanagers.In production
runs,thesystemmanagerswill instructthegrid to pre-materializeandstore,for a
few monthsto a few years,two specificESDandAOD productsfor every eventin
a largeset.Suchasetgenerallyis thesetof all eventstakenoveraperiodof weeks
or months,or a well-refinedsubsetthereof. On average,an event is expectedto
beincludedin threedifferentproductionruns.Productionrunsareexpectedto use
a significantfraction,probablymorethanhalf, of all grid resourcesin year2006.
In later years,asfasterhardwaremakesresourceconstraintslessof an issue,the
chaoticactivity is expectedto take up largerandlargerfractions.

4.8.2 CMS grid hardware capacity

TheCMS grid hardwarewill consistof computerinstallationsarrangedin a hier-
archicalstructureasshown in figure5, whichwasadaptedfrom [7]. Thestructure
hasa largecentralcomputingfacility at CERN,at tier 0, five ‘regionalcentres’at
tier 1, andabout25 still smallercentresat tier 2. Below that, thereareinstitute
serversat tier 3 andphysicist’s desktopworkstationsat tier 4.

Figure5 alsoshows recentestimatesof the network link capacitiesbetweenthe
sitesin 2006. It shouldbestressedthat theactuallink capacityavailableto CMS
in year2006cannotbeestimatedvery accurately, mainly becauseof uncertainties
aboutlong-termdevelopmentsin theinternationaltelecommarket.

As a baselinerequirement,the CMS virtual datagrid needonly useandmanage
the systemresourcesin tiers 0, 1, and2. The instituteservers andworkstations
will beusedfor datastorageandprocessingoutsidethegrid, andalsoto prepare
andsubmitgrid jobs.Sparecapacityon tier 3 and4 hardwaremightbeusedto run
simulations,theresultsof whichareuploadedinto thegrid.

Table2 giveshardwarecapacityestimatesfor individual tier 0–2centers.Notethat
‘tape’ in this tablecould alsobe anothertertiary storagemedium,dependingon
technologydevelopments.Thearchival tapecapacitywill grow over time, in order
to satisfytheconstraintthatatall raw dataneedsto bekeptforever.
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Figure5: CMScomputerinstallationsandnetworklinks

Tier CPUcapacity Nr of CPUs Active tape Archival tape Disk
0 600,000SI95 3000 1540TB 2632TB 796TB
1 150,000SI95 750 590TB 433TB 313TB
2 30,000SI95 150 none 50 TB 70 TB

Table2: Estimatesfor CMShardware capacity

4.8.3 Hardware failure characteristics

TheCMSvirtual datagrid needsto provide fault toleranceserviceswhich take the
following into account.

CMS expectsto buy mostof thegrid hardwaredescribedin Section4.8.2on the
consumermarket,andexpectsto operateit withoutexpensive round-the-clockser-
vicecontracts.CPUserverscaneasilybedown for days.Muchof thediskcapacity
mightactuallybeonharddisksinsidetheCPUserverboxes,notonmorededicated
diskservers.Mostof thediskswill nothavebackupsandmightnotevenuseahigh
RAID level. Thediskscanalsobedown for daysor suffer failurewith no hopeof
datarecovery.

CMSalsoexpectsto configureandoperateasmallamountof all hardware(say1%)
ashigh availability systemswhich have round-the-clockoperatorsupport. Such
systemswill be locatedat the tier 0 siteandprobablyalsoat all tier 1 sites. The
grid canusethesesystemsto storemetadata,catalogs,andtransactionstate.
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4.8.4 Other parameters

This sectionestimatesseveral otherparametersimportantfor thegrid. For every
parameter, the first valuegiven is the expectedvaluethat needsto be minimally
supportedfor thevirtual datagrid systemto beusefulto CMS. Thesecondvalue,
betweenparenthesis,is theexpectedvaluethatis neededto supportevenveryhigh
levelsof chaoticuseby individual physicists.

Numberof users:200(2000)

Numberof simultaneouslyactive users:100(1000)

Numberof jobssubmittedperday: 50 (10,000)

Numberof jobsbeingprocessedin parallel:50 (1000)

Numberof eventsin a job eventID set:1–
��
 Y

(1–
��
 Y

)

Job turnaroundtime: 30 seconds(for tiny jobs) – 1 month (for hugejobs) (0.2
seconds– 5 months)

Dataproductvaluesize:10 KB – 100MB (50byte– 2 GB)

Dataproductsuploaded:
��
 ��^

/year(
��
 ���

/year)

Frequency of bulk uploadoperations:5/day(50/day)

Frequency of uploadoperationsof asingleproduct:100/day(20,000/day)

Algorithmsaddedto thegrid: 500/year(500/day)

Parameterdataproductsuploadedto thegrid: 1000/year(500/day)

Numberof algorithmsin thechainfrom araw dataproductto a job: 0-5 (0-30)

Numberof dataproductsthatserve asinput to analgorithm:0-10(0-50)

Numberof virtual dataproductsdefinedby uploadedproductsand algorithms:_�_ ��
 � * /year

Virtual dataproductsmaterialized:
� [ ��
 ��^

/year(
��
 ���

/year)

Virtual dataproductsvaluescachedby thegrid:
��
 ��^

(
��
 ���

) atany point in time

In general,CMS physicsanalysisworkloadswill expandto fill all availablehard-
warecapacity. Given this, andcombiningthe estimateof 50 jobs per day with
theavailablecapacity, thefollowing estimatesareproduced.In theseestimatesthe
jobsfill their expectedavailableshareof CPUcapacity, but not yet their expected
availableshareof local areadisk I/O capacity.

Averagenumberof dataproductsrequestedby a job: 50,000,000(250,000)
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Averagesizeof thedataproductsrequestedby a job: 2 TB (10GB)

For every dataproductthat is ever materialized,theaveragenumberof timesthat
it is requestedin theworkload:30

4.8.5 Expected evolution of parameters

Thesystemrequirementsfor year2006will evolve over time to trackpredictions
of how muchhardwarecapacitycanbeeconomicallyavailablein year2006.

¿Fromyear 2005 to at least year 2030, throughoutthe lifetime of the experi-
ment,the requiredandrealizedsystemcapacitywill definitely increaseto exploit
price/performanceimprovementsin hardware. For CMS, increasedcapacitywill
meanan increasedability to study physicseffects, so increaseswill always be
sought.TheCMS grid architectureshouldthusallow for scalingof at leasta few
ordersof magnitudebeyondtheyear2006storageandCPUcapacityrequirements.

4.9 Storage and handling of data products

Note: maybe somemore intr oductory discussionis neededon why a fixed
mapping of virtual data productsto files is too inefficient.

In currenthigh energy physicspractice,dataproductvaluesareaggregatedinto
in files. Currently in CMS, many of thesefiles are ‘databasefiles’ of an object
databasesystem.A storagesolutionbasedon files is alsoproposedfor thefuture
CMS virtual datagrid system.Experiencein CMS andsomeotherHEP experi-
mentsover the last few yearsshows the following. Using an objectdatabase,a
pureobjectgranularitystoragemodel,in which file detailscanbeignored,canbe
supportedfor all disk-residentdatain the local area.However, whenscalingto a
morelooselycoupledwide-areadatahandlingsetup,CMS hasseenthe issuesof
file handlingappearagain,with theneedto treatfilesaslargely self-containedsets
of dataproductvalues,andtheneedto build a globalview of file locationandfile
contents[4] [20] [15]. Thereis a perceived needfor theCMS virtual datagrid to
make useof file (file-like) abstractions,existing at theMB–GB level of granular-
ity. However thegrid cannotafford to ignorethefiner levelsof granularityin the
CMS datamodel.Finerlevelsof granularitycouldbeeliminatedentirelyfrom the
scopeof thegrid by usinga fixed,staticmappingof dataproductvaluesinto files,
with files servingas the unit of cachingandtransport. However, becauseof the
sparseeventsubsettingthatis fundamentalto theCMSphysicsanalysisworkload,
a grid dealingwith suchfiles only would not beableto reachthedesiredlevelsof
efficiency in dataproductaccess,caching,andreplication.To achieve thedesired
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efficiency for theCMS workload,it is necessaryfor thegrid to occasionallyper-
form actionslike copying a setof productvaluesfrom largefiles into smallerfiles
[14] [17]. Theseconsiderationsleadto thefollowing storagemodel.

Data productvaluesare always storedin files, thesemay be ‘databasefiles’ of
an object databaseproduct like Objectivity, but also binary files createdwith a
morebasicobjectstreaminglibrary. Eachfile will containoneor more(maybea
hugenumber)of dataproductvalues,togetherwith enoughindexing metadatato
locatethe individual productvaluesinsidethe file, basedon their productUIDs.
Supportfor file sizeslarger than2 GB by GriPhyN componentsis desirable,but
notabsolutelyneeded.

TheGriPhyNsoftwareneednot beableto handleor interpretthecontentsof the
files directly. Instead,theGriPhyNsoftwarecancall CMS-providedtoolsor APIs
to do this. TheCMS providedsoftwarewill only beableto readandwrite files in
a locally mountedfilesystem.For Objectivity files thesoftwarewill in additionbe
ableto accessfiles on disksattachedto a local Objectivity AMS databaseserver,
even if the files are not visible in a local filesystem. The GriPhyN software is
responsiblefor all non-localfile handlingandtransport.WhenanObjectivity file is
broughtinto a site,it needsto beattachedto a local Objectivity federationcatalog
beforeit canbe usedby CMS-provided software. The detailsof the Objectivity
integrationneedsarebeyond thescopeof this document.It shouldbe notedthat
CMS hasnotdecidedyet which objectpersistency system(s)to usefrom 2006on,
theObjectivity integrationneedshereserve abaselinefor theinterfacecomplexity
that the grid might needto handle,and of coursethey will also apply to more
near-termprototypingexercisesin GriPhyN.

UsingtheCMS-providedtoolsor APIs, theGriPhyNsoftwarecangeta list of all
productsin a local file, andcopy productsfrom onelocal file or setof files into
anotherlocal file or setof files. Thegrid deliversadataproductto analgorithmor
subjobby specifyingtheproductUID andindicatinga local file thatcontainsthe
productvalue. TheCMS codeinsidethe job or algorithmwill beableto readthe
productvaluefrom thefile. CMS materializationcodewill alsobeableto create
local filescontainingnew productvalues,or addvaluesto existingfiles.

Theglobalview of whichfile is where,andwhichproductsvaluesarein whatfiles,
needsto bemaintainedby theGriPhyN-producedcomponentsof theCMS virtual
datagrid. TheCMS componentsrunninginsidethegrid do not maintaina global
view themselves,nordo they needaccessto it.
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4.10 Security and resource sharing policies

Thealgorithmsanddataproductsin theCMSvirtual datagrid needto beprotected
againstunauthorizedaccess.Thereare two main cases.First, all dataneedsto
beprotectedfrom accessby peopleoutsidetheCMS collaboration.Second,when
doing developmentwork, a physicistwill considerall intermediateresultsto be
private. Theprivateuploadeddataproducts,algorithms,andthe resultingvirtual
dataproductsneedto be unaccessible,even to somedegreeinvisible, for others.
End resultsmight be ‘published’ by extendingthe accesspermissionsto a group
of peopleor to thewhole collaboration.Accesslogs andworkloadstatisticsthat
aregatheredfor grid schedulingandmonitoringalsoneedto beprotectedagainst
unauthorizedaccess.

Somefacilitiesareneededto ensurethatgrid resourcesaresharedfairly. Thegrid
schedulershave to implementallocationpolicies that ensurereasonablesharing
of resourcesamongstconcurrentlyrunning jobs. Queryestimationserviceswill
playanimportantrolebecausethey allow usersto avoid theunintentionalabuseof
resources.An accurateaccountingof resourceusageis needed,to drive thesocial
feedbackloopthatensuresfair sharinginsidetheCMScollaboration.Thegriddoes
not needto implementvery fine-graineda-priory constraintson resourceusage
by individuals,thoughsomeactive protectionis neededagainsttheaccidentalor
intentionalexecutionof jobsor commandswith a ‘denial of service’effect. Some
tier 1and2centresmighthavepoliciesthatrestricttheuseof certainlocalresources
to a subsetof all physicistsin CMS. It is unknown currentlyhow pervasive such
restrictionswill be, what shapethey will take, and whetherthey will allow for
exceptionsin casesthatresourceswould remainunusedotherwise.

4.11 Summary of CMS virtual data grid characteristics

Whencomparingthegrid requirementsof a high energy physicsexperimentlike
CMSwith therequirementsof LIGO andSDSS,thepointswhicharecharacteristic
for CMS are:

� Extremelylargeamountsof data.

� Largeamountof CPUpower neededto derive neededvirtual dataproducts.

� Theabovetwo imply thatfault tolerantfacilitiesfor themass-materialization
of virtual dataproductson a largedistributedsystemareessential.
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� Baselinevirtual datamodeldoesnot have virtual dataproductsthat aggre-
gatedatafrom multiple events,so themodellooksrelatively simplefrom a
schedulingstandpoint.

� A requestedsetof dataproductsgenerallycorrespondsto a sparsesubsetof
theeventstakenover avery long time interval.
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5 Year 2005 vs. current needs and activities

The precedingsectionstalk aboutthe CMS datamodelanddataanalysisneeds
whentheexperimentis runningfrom year2005on. This sectiondiscussescurrent
andnear-futureneedsandactivities,andcontraststheseto theyear2005needs.

CurrentlyCMSisperforminglarge-scalesimulationefforts,in whichphysicsevents
aresimulatedasthey occurinsidea simulationof theCMS detector. Thesesimu-
lation effortssupportdetectordesignandthedesignof thereal-timeeventfiltering
algorithmsthatwill beusedwhenCMS is running. Thesimulationefforts arein
the orderof hundredsof CPU yearsandterabytesof data. Thesesimulationef-
forts will continue,andwill grow in size,up to year2005andthenthroughoutthe
lifetime of theexperiment.Thesimulationefforts andthesoftwareR&D for CMS
datamanagementareseenasstronglyintertwinedandcomplementaryactivities. In
additionto performinggrid-relatedR&D in thecontext of severalprojects,CMSis
alsoalreadyusingsomegrid-typesoftwarein productionfor its simulationefforts.
Examplesof this is the useof Condor-managedCPU power in somelarge-scale
simulationefforts, andtheuseof someGlobuscomponentsby GDMP [4], which
is a softwaresystemdevelopedby CMS thatis currentlybeingusedin production
to replicatefiles with simulationresultsin thewide-area.

CMS simulationefforts currentlystill rely to a large extent on hand-codedshell
andperl scripts,andthe carefulmanualmappingof hardwareresourcesto tasks.
As moregrid technologybecomesavailable,CMS will beactively looking to use
it in its simulationefforts,bothasawayto savemanpowerandasameansto allow
for greaterscalability. On the grid R&D side, the CMS simulationcodescould
alsobe usedinsidetestbedsthat evaluatestill-experimentalgrid technologies.It
thus makes senseto look more closely hereat the exact propertiesof the CMS
simulationefforts, andhow thesediffer from thoseof theyear2005CMS virtual
dataproblem.

Eachindividual CMS simulationrun canbe modeledas a definition of a set of
virtual dataproductsanda requestto materializetheminto a setof files. Current
CMSsimulationrunshaveabatchnature,notaninteractive nature.Eachlargerun
generallyat leasttakesafew daysto plan,with severalpeoplegettinginvolved,and
thenat leastfew weeksto execute.At mostsometensof runswill be in progress
at thesametime. So thereis a hugecontrastwith theyear2005situation,where
CMS dataprocessingrequirementsareexpectedto be dominatedby chaoticin-
teractive physicsanalysisworkloadsgeneratedby hundredsof physicistsworking
independently. Also, in contrastto theyear2005workloads,requestsfor thedata
in sparsesubsetsof (simulated)eventdatasetswill berare,if they occuratall. Sim-
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ulatedeventsetscanbe,andare,generatedin sucha way thateventslikely to be
requestedtogetherarecreatedtogetherin thesamedatabasefile or setof database
files. Therefore,to supportsimulationrunsin thenearfuture,it would bepossible
to usea virtual datasystemthat works at the granularityof files, ratherthanthe
finer granularityof eventsor objects.Going towardsyear2005,thedatacreation
andtransportneedsof the CMS simulationexercisesareexpectedto becomein-
creasinglychaoticandfine-grained,but theexactpaceatwhichchangewill happen
is currentlynotknown.

CMS currentlyhastwo distinct simulationpackages.TheFortran-basedCMSIM
software takescareof the first stepsin a full simulationchain. It producesfiles
which are then readby the C++-basedORCA software. CMSIM usesflat files
in thefz format for its output,ORCA datastorageis doneusingtheObjectivity
objectdatabase.CMSIM will be phasedout in the next few years,it will be re-
placedby moreup-to-datesimulationcodesusingtheC++-basednext-generation
GEANT 4 physicssimulationlibrary. As targetsfor theusein virtual datatestbeds,
CMSIM andORCA eachhave their own strengthsandweaknesses.In CMSIM,
eachsimulationrun producesoneoutputfile basedon a setof runtimeparame-
ters. This yieldsa virtual datamodelthat is almostembarrassinglysimple,a data
modelof virtual outputfiles, with eachfile having a runtimeparametersetasits
uniquesignature,andnodependenciesbetweenfiles. CMSIM is veryportableand
canberun on almostany platform. InstallingtheCMSIM softwareis not a major
job. The simulationsinvolving ORCA displaya muchmorecomplicatedpattern
of datahandlingin which intermediateproductsappear[20], anda corresponding
virtual datamodelwould bemuchmorecomplex, andmorerepresentative of the
year2005situation.TheORCA softwareis underrapiddevelopment,with cycles
of a few monthsor less.ORCA is only supportedon Linux andSolaris,andcur-
rently takesconsiderableeffort andexpertiseto install. Work on moreautomated
installationproceduresis underway.
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6 Appendix: Detailed discussion of the interfaces to CMS
software

Basedon the generalgrid structurein section4.3, this sectiondefinessomespe-
cific baselineinterfacesbetweentheGriPhyNCMS virtual datagrid softwareand
softwareproducedinternallyin CMS.

6.1 Data product uploading interface

The dataproductuploadinginterfaceis definedby GriPhyN.Productsto be up-
loadedarealwayspresentin files,with thefile structureandhandlingasdescribed
in section4.9.

6.2 Job and command submission interface

To submitjobsandcommands,theCMSphysicsanalysistools,usuallyrunningon
local workstationsoutsidetheGrid, will usea GriPhyN-definedjob or command
format and call on a GriPhyN-definedAPI. Somejob or commanddescriptions
mayincludevery largepiecesof data,for examplecompiledcodeandlargeevent
ID sets.Thesecouldberepresentedasthenamesof fileson thelocal filesystemof
theprocessdoingtheAPI call.

Somejobsmayberun interactively, with theCMS tool keepingan ‘open line’ to
thegrid to receive informationaboutprogressandtermination.Otherjobsmaybe
run in batchmode,with progressandterminationbeingmonitoredusingseparate
tools.

6.3 Job code interface

Theexactwayin whichthejob codeis deliveredto thegrid whenajob is submitted
still needsfurtherstudy. Someoptionsare:source,sharedlibrary, executable,and
abstractidentifier that canbe submittedto a compilationservice,togetherwith a
platformidentifier, to obtainaplatform-specificexecutable.

As discussedin section4.3,a job is oftenaparallelprogram,consistingof several
worker subjobsandoneaggregationsubjob. Theexact form of thesubjobexecu-
tion interfacesis definedby GriPhyN.A worker subjobgetsasetof productUIDs
asinput, togetherwith theidentitiesof thelocal fileswheretheproductvaluescan
be found. The outputof the worker job is a singlepackageof information,pro-
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ducedafter all productvalueshave beenread. The job delivers this packageto
thegrid, andthegrid needsto deliver this packageto theaggregationsubjob. The
packagedoesnot needto bedeliveredsynchronously. Theexactencodingformat
of theinformationpackageis to bedecidedlater– CMS currentlyhasno standard
for encodingtransientcomplex informationsentbetweensubjobs. The package
will oftenbefairly small,lessthan50 KB, containingphysicsdatalike partialhis-
togramsor partial event lists. Sometimes,in the caseof the productionof new
physicstags,thepackagecanbelarger, up to 2 KB pereventin thesubjob. In such
casesfile-basedrepresentationsof thepackagemight becomeattractive.

Note: Need to add more information about the above ‘pr oduction of new
physicstags’, using the MONARC conceptof ‘DPD’ objects.

Theinput of theaggregationjob is, onstartup,theproductUIDs in thejob request
set and information abouthow thesewere partitionedover the worker subjobs.
While running, the aggregation subjobwill wait for the delivery of information
packagesfrom all worker subjobs.After the lastpackagehasbeendelivered,the
job will usegrid servicesto communicateits outputoutsidethegrid: theformatof
thisoutputcouldbeasinglepackageof information,or asinglefile.

Notethatneithertheworker subjobsnor theaggregationsubjobchangeany global
statewhenthey run, nor do they engagein any communicationbeyond the form
provided by the grid. The grid thereforedoesnot have to synchronizesubjob
startupin any way, andcanrecover from systemcrashesor network outagesby
just restartingnew copiesof thelost subjobs.

6.4 Virtual data materialization algorithm interface

Theexactway in which thephysicsalgorithmcodeis placedin thegrid still needs
furtherstudy, seetheprevioussectionfor somealternatives.Algorithmsarealways
executedinsidea materializationtask. A materializationtask is a singleUNIX
process,with theexecutablewrappingthealgorithmcodein question.As its input
thetaskmaterializationtakesthesetof namesof thevirtual dataproductsit should
compute.As a baseline,this setalwayshasthe form

1 2:4`; �A>a�@� ! with �?>b�@� ! a
productselector:thetaskcomputesasingletypeof productfor eacheventin some
set.Thetaskalsotakesasinput theUID of thealgorithmparameterdataproduct,
the UIDs of all input dataproductsfor all eventsin E neededby the algorithm,
and the identitiesof the local files wherethe productvaluescanbe found. The
materializationtaskalsoneedsto besuppliedwith theidentity of thefile, or files,
in which to placeits output, togetherwith the partitioning strategy if thereare
multiple files.

28



Materializationtasksthatcombinemultiplealgorithmsto concurrentlymaterialize
multiple outputproductsfor eacheventwould sometimesincreaseefficiency, but
arenotabsolutelynecessary, sothey arenot takenasabaseline.

Thealgorithmparameterdataproductfor anAOD materializationalgorithmusu-
ally hasa sizeof about6 MB. For anESDmaterializationalgorithm,a full repre-
sentationof theparametervaluecanbe1 GB in size,becausethis representation
includesa complete(versionof a) set of detectorcalibrationconstantsover the
completerunperiod.Shippingthefull parametervalueto every locationwherean
ESD materializationtaskis executedmight be too inefficient. With somecarein
taskgeneration,by makingsurethateachsetof eventsto behandledby any partic-
ular taskcoversa relatively smalldetectordatatakingperiodonly, it is possibleto
createsubsetsof thewholeparametervalue,with individual subsetsizesassmall
as10 MB, andship suchsubsetsto the tasks. Furtherdetailsof this calibration
constantstopicarebeyondthescopeof thisdocument,see[10] for anintroduction
to thesubjectthatincludessizeconsiderations.

6.5 Worker subjob and materialization task overheads

Worker subjobsandmaterializationtasksdo have somestartupandinitialization
overheads,thesewill generallybenegligible if thesizeof thedataproductsreadby
thesubjobor taskis larger thanabout100MB, this numberwill dependto some
extenton thejob or taskcode.In practicethismeansthatsubjobsandtaskscannot
notbemadearbitrarily smallif efficiency is to bemaintained.

TherearevariouspotentialI/O overheadswhensubjobsor tasksreadinput data
productvaluesfrom files, and theseneedto be taken into accountby the grid.
A completedescriptionof this topic is beyond thescopeof this document,some
sourcesare[14], [18], and[19]. Somespecificconsiderationsfollow. The large
sizeof job requestsets,and the ‘streaming’natureof productvalueaccess,im-
ply thatin-memorycachingof productvaluesis not avery importantoptimization
techniquefor the CMS virtual datagrid. The I/O overheadsin accessingprod-
uct valuesaremainly determinedby thestoragesystemhardware. Theuseof the
Objectivity objectdatabaseto manageandaccessproductvaluesin a local file,
in steadof going throughthenormalUNIX filesysteminterface,doesnot funda-
mentallychangenatureof the I/O overheads,thoughObjectivity may addsome
specificCPUoverheads.Indexing overheadsto find productvaluesinsidefileswill
alwaysbe relatively small. It is desirable,andoften possible,to set thingsup in
sucha way that the readingof productvaluesfrom files producessequentialac-
cesspatternsonthediskhardware[14] [16]. Oneimportanttechniquein achieving
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this, especiallyif a job readsmultiple productvaluesfor eachevent, is to pre-sort
the productvaluesin all input files on their correspondingevent ID value. If the
input files containmany productvaluesthat do not actuallyneedto be read,the
CMS codewill be ableto do ‘sparse’or ‘selective’ readingin order to save I/O
resources.It shouldbe notedhowever that thespeedupsof dueto this will often
belimited: for exampleon 2005disksit is expectedthatvery sparsereadingof 10
KB productvalueswill easilybe a factor20 slower thanpuresequentialreading
[14]. To preserveagood-enoughI/O efficiency, thegrid schedulerswill likely have
to create‘condensed’files thateliminatemuchof theneedfor sparsereading[16].
If thegrid is usedmuchto managedataproductvaluesmuchsmallerthan10 KB,
thesparseaccessissuewill becomeevenmoreimportant,becausetheworst-case
overheadsfor smallerproductvaluesarestill larger.
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7 Some other documents that may be of interest

TheCMSComputingTechnicalProposal[3], writtenin 1996,is still agoodsource
of overview material. More recentsourcesare [1], which hasmaterialon CMS
physicsandits softwarerequirements,and[11] which hasmoredetailsaboutthe
CMS year2005datamodelandexpectedaccesspatterns.

Recentestimatesfor theCMS needsandsystemcapacityin year2006arein [2]
and(for networking) in [7].

A shortwrite-upon CMSIM andvirtual datais [13]. More detailson simulations
usingORCAarein [20] and[6].

References

[1] CAFEGroup.Requirementsfrom PhysicsAnalysisProcessto Software
Architecture.http://cafe.web.cern.ch/cafe/2000-09-26/analysis-
process-reqs/index.html

[2] S.Bethke etal. Reportof thesteeringgroupof theLHC computingreview.
CERN/LHCC/2001-004,CERN/RRB-D2001-3,22 February2001.
Availablefrom http://lhc-computing-review-public.web.cern.ch/lhc-
computing-review-public/

[3] CMScollaboration.CMSComputingTechnicalProposal.CERN/LHCC
96-45.December1996.

[4] GDMPprojectwebpage.http://cmsdoc.cern.ch/cms/grid/

[5] TheGrid PhysicsNetwork. ProjectDescription.Version1.0,August1,
2000.http://www.griphyn.org/proj-desc1.0.html

[6] ORCATutorialat FERMILAB.
http://cmsdoc.cern.ch/orca/FermilabTutorialWeek2000/

[7] P. Capiluppi.CMSWorld Wide Computing.Reportedat theLHCC
Comprehensive Review of CMSSoftwareandComputing.October2000.
CERN.
http://cmsdoc.cern.ch/cms/software/reviews/LHCC review oct 00/

[8] IanFosterandCarlKesselmasn.A DataGrid ReferenceArchitecture.
2001.In preparation.

[9] Monarcprojectwebpage.http://monarc.web.cern.ch/MONARC/

31



[10] Igor Gaponenko, David Brown, Ed Frank,StephenGowdy, David Quarrie.
An Overview of theBaBarConditionsDatabase.CHEP’2000,Padova.
http://chep2000.pd.infn.it/abst/abs c106.htm

[11] KoenHoltman.Introductionto CMS from aCSviewpoint.November
2000.http://home.cern.ch/kholtman/introcms.ps

[12] KoenHoltman.HEPGRID2001:A Modelof aVirtual DataGrid
Application.In preparation,see
http://kholtman.home.cern.ch/kholtman/tmp/hepgrid2001/

[13] KoenHoltman.CMSCMSIM ProductionasSeenfrom aVirtual Data
Standpoint.Workingdocument.
http://kholtman.home.cern.ch/kholtman/tmp/simprodvirtdata.txt

[14] K. Holtman,ClusteringandReclusteringHEPDatain ObjectDatabases,
Proc.of CHEP’98, Chicago,USA.
http://kholtman.home.cern.ch/kholtman/chep1/art1.web.html

[15] K. Holtman,H. Stockinger. Building aLargeLocationTableto Find
Replicasof PhysicsObjects.CHEP’2000,Padova.
http://kholtman.home.cern.ch/kholtman/olt long.ps ,
http://chep2000.pd.infn.it/abst/abs c074.htm

[16] K. Holtman,P. vanderStok,I. Willers. AutomaticReclusteringof Objects
in VeryLargeDatabasesfor High Energy Physics,Proc.of IDEAS ’98,
Cardiff, UK, p. 132-140,IEEE 1998.
http://kholtman.home.cern.ch/kholtman/ideas/autorecl ideas98.html

[17] K. Holtman,P. vanderStok,I. Willers. TowardsMassStorageSystems
with ObjectGranularity. Proceedingsof theEighthNASA Goddard
Conferenceon MassStorageSystemsandTechnologies,Maryland,USA,
March27-30,2000.http://kholtman.home.cern.ch/kholtman/mss.ps

[18] Usinganobjectdatabaseandmassstoragesystemfor physicsanalysis.
CERN/LHCC97-9,TheRD45collaboration,15April 1997.

[19] JulianJ.Bunn,Harvey B. Newman,RichardP. Wilkinson.Final Reportof
theGlobally InterconnectedObjectDatabases(TheGIOD Project).
October, 1999.
http://pcbunn.cithep.caltech.edu/pubs/publications.html

[20] David Stickland.TheDesign,ImplementationandDeploymentof
FunctionalPrototypeOOReconstructionSoftwarefor CMS.TheORCA
project.CHEP’2000,Padova.
http://chep2000.pd.infn.it/abst/abs a108.htm

32



8 Changes with respect to version 6 of 19 February
2001

Sectionnumberingwaskeptthesame,pagenumberinghasshiftedabit.

1. Severalsmall improvementsto thepresentation.

2. Smallchangesin thenotationusedfor virtual dataproducts,parameters,
platforms,to make thismorereadable.

3. Somenoteson thingsthatneedto berevisedwereadded.

4. Revisedbandwidthestimatesbetweenregionalcentres(figure5).

5. Completedreference[2], thiswasmarkedas‘availablearoundmarch2001’
in version6.
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